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ABSTRACT
Graph Neural Networks (GNNs) are increasingly popular for
various prediction and recommendation tasks. Unfortunately,
the graph datasets for practical GNN applications are often
too large to fit into the memory of a single GPU, leading to
frequent data loading from host memory to GPU. This data
transfer overhead is highly detrimental to the performance,
severely limiting the training throughput.

In this paper, we propose locality-aware, partial code exe-
cution that significantly cuts down the data copy overhead
for GNN training. The key idea is to exploit the "near-data"
processors for the first few operations in each iteration,
which reduces the data size for DMA operations. In addi-
tion, we employ task scheduling tailored to GNN training
and apply load balancing between CPU and GPU. We find
that our approach substantially improves the performance,
achieving up to 6.6x speedup in training throughput over
the state-of-the-art system design.
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1 INTRODUCTION
GNNs are widely used for many applications such as e-
commerce product recommendation [18, 27, 32], friend sug-
gestion in social networks [13, 23], and traffic forecasting [30].
The input data to a GNN is represented by a graph, which
consists of nodes and edges along with the feature data that
describes them. GNNs can effectively excavate the hidden
meaning in the relationship across the graph nodes, as it
leverages deep learning techniques to improve their infor-
mation extraction from a large amount of samples.

Training a GNN model operates by training a deep neural
network (DNN) model with the feature data extracted from
the input graph, and it can benefit from GPU for DNN accel-
eration. Unfortunately, the recent trend shows that practical
graph datasets are too large to fit into single GPU memory.
Table 1 reveals that typical GNN datasets consist of 10s to
100s of millions of nodes while the number of edges reaches
a few billion. Besides, each node and edge typically requires
100s to 1000s of floating point numbers as its feature data.
Therefore, the aggregate volume of the data easily exceeds
100s of GB up to a few TB.

To handle such large graphs, a widely adopted approach
is partially loading the input data to GPU memory while
keeping the rest in host memory [21]. Then, at each iteration,
the feature data for nodes and edges sampled for computation
will be transferred to GPU for DNN training. Unfortunately,
the amount of data for the DMAoperation is often substantial
as the number of sampled nodes along with their neighbors
could be fairly large, e.g., it needs to transfer 10s of MB per
training iteration for computation for only a few 100s of
microseconds. Not surprisingly, we observe that the limited
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Dataset Enwiki OGB-Papers Twitter

# nodes 12 M 111 M 53 M
# edges 44 M 1,615 M 1,963 M
Volume of node data 49 GB 455 GB 217 GB
Volume of edge data 23 GB 827 GB 1.0 TB

Table 1: Datasets of GNNs [1, 4, 17]. The total data volumes
are calculated with feature dimensions of node and edge as
1024 and 128, respectively.

PCIe bandwidth becomes the performance bottleneck for
GNN training with a large dataset.
In this paper, we propose a locality-aware, partial GNN

code execution strategy that significantly mitigates the PCIe
bandwidth bottleneck for a large graph. The key idea is to
cut down the amount of data transfer to GPU by leveraging
the "near-data" processors to run partial aggregation in par-
allel. Instead of sending the "raw" feature data, we reduce
the data volume for transfer by partially aggregating them
on CPU and GPU, respectively. That is, the data cached on
GPU memory is computed by GPU while the data on the
host memory is computed by CPU. Then, the GPU merges
the transferred data from the host memory with its own in-
termediate data, and feeds the fully aggregated feature data
into the DNN model for training. Essentially, our approach
more effectively utilizes CPU, a processor resource that used
to remain idle for GPU-based GNN training. While we ob-
serve that CPU-based computation often greatly improves
the overall training throughput, the throughput degrades
rapidly if CPU becomes overloaded. To prevent the overload,
we introduce a simple scheme that balances the load across
CPU cores and between CPU and GPU.

The preliminary evaluation shows that our prototype sys-
tem outperforms the existing state-of-the-art strategy [21]
by up to 6.6× for training of a representative GNNmodel [14]
with the OGB-Papers dataset in Table 1. Even when the num-
ber of CPU cores is limited to 8, the performance is improved
by more than 2.5×.

2 BACKGROUND
In this section, we provide a brief background on GNN algo-
rithms and introduction of existing GNN frameworks.

2.1 GNN Model Training
Training a GNN model is similar to training a typical DNN
model except that the input data to the GNNmodel is the fea-
ture data extracted from a target graph. Figure 1 illustrates
two key operations of GNN – aggregation and combination.
Aggregation refers to the process of sampling nodes in the
graph and aggregating their feature data via reduction opera-
tions. Reduction operations can be simple like summation or
averaging in some models while other models may employ
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Figure 1: The forward pass of a 2-hop GNNmodel when the
target node is n1.

complex operations such as max-pooling, attention network,
or LSTM network [14, 20, 29]. Combination refers to the pro-
cess of feeding the aggregated feature data into the neural
network and computing the result. For an 𝑛-hop model, say
the batch size is 𝐵 and the neighbor sampling size is 𝑆 , then
it first samples 𝐵 nodes (which are the target nodes) from
the entire graph (e.g., n1 in the figure), and then samples
up to 𝑆 neighbors of each node recursively up to 𝑛-th hop
nodes. 1 The 𝑛-th hop nodes first aggregate their sampled
neighbors and calculate the combination, and the results are
aggregated again by the (𝑛−1)-th hop nodes, and so on. The
final combination results by the target nodes are the forward
pass output of the model. If it is a one-hop model, only the
feature data of the direct neighbors of the target nodes is
aggregated and combinated.

2.2 GPU-based GNN Training
GNN model training benefits from GPU for massively par-
allel computation. This is because a GNN model consists of
multiple layers that require performing the same operation
with a lot of data. According to a recent work, training a
GNN model on GPU is at least 13 times and up to 37 times
faster than training on CPU [28].

GPU-based GNN model training is typically implemented
as follows in existing frameworks [5, 28]. First, they run
sampling on the graph nodes in CPU as the first step of
each training iteration. Since graph sampling requires many
random memory accesses in a serial manner as explained
in Section 2.1, it is more efficient to run it on CPU with
multiple threads, unlike the sampling of typical DNN models
that simply generates a sequence of random numbers. Next,
they run aggregation and combination on GPU from the last
hop based on the sampled results. For these operations, the
feature data of sampled nodes and edges must be transferred
1Note that models may set different 𝑆 for different nodes but we omit the
explanation for brevity.



Models ResNet50 WaveGlow GraphSAGE

𝐷𝑎𝑡𝑎 (MB) 32.0 3.4 22.7
𝑇𝑖𝑚𝑒𝐺𝑃𝑈 (ms) 730 1230 0.4

𝑷𝑪𝑰 𝒆 𝑩𝑾𝒓𝒆𝒒 (GB/s) 0.043 0.003 56.8

Table 2: Estimated PCIe bandwidth to overlap feature data
copy with computation on V100 GPU. 𝐷𝑎𝑡𝑎 and 𝑇𝑖𝑚𝑒𝐺𝑃𝑈

refer to average volume of input data and the computa-
tion time on GPU per iteration. ResNet50 (ILSVRC2012) and
WaveGlow (LJ Speech dataset) use PyTorch, while Graph-
SAGE (OGB-Papers) uses the prototype of our system for
training (see Section 5) while caching popular nodes onGPU.
We use a commonly-used training batch size for eachmodel:
256, 12, and 1000, respectively.

to GPU memory. The feature data transfer has to be done for
every training iteration, which easily becomes the slowest
point when training a large graph. Inference of a GNNmodel
works in the same way except that it skips backpropagation
and sampling. For inference, most models do not sample
neighbors – rather, they aggregate all neighbors.

3 HANDLING LARGE DATASETS
The primary problem with GPU-based GNN training is that
the graph dataset is often too large to fit into a single GPU
memory. We explain why GNN model training is especially
vulnerable to large datasets and introduce existing approaches
to handle the problem.

3.1 Problem: Data Preparation Overhead
A large input dataset poses a serious problem especially for
GPU-based GNN training because the data transfer time dom-
inates the iteration time. In cases of popular CNN or RNN
models [16, 24, 25], the model tends to have a larger number
of layers with many heavyweight operations, thus the input
data transfer of the next iteration can be effectively over-
lapped with the computation of current iteration. In contrast,
the neural network computation in GNN takes relatively
much smaller time than the data transfer. This is because
GNN typically employs a lightweight neural network that
has only 2 to 4 fully-connected layers [11, 12, 14, 20, 31].
Table 2 compares the average size of the input data to

be transferred to GPU for each training iteration for popu-
lar CNN (ResNet50 [16]), RNN (WaveGlow [24]), and GNN
(GraphSAGE [15]) models. It also shows the average itera-
tion time on GPU as well as the amount of PCIe bandwidth
required to perfectly hide the data transfer delay. The table
shows that the model computation time on GPU is actually
1,825 to 3,075 times smaller than other DNN models, so it
requires much higher PCIe bandwidth for overlapping with
the data transmission that takes similar or few times longer
time. Given that the peak bandwidth achieved with 16 lanes

of PCIe v3 is 15.75 GB/s, the PCIe bandwidth is clearly the
main bottleneck for GNN model training.
Another serious overhead with the data transfer lies in

rearranging the feature data on contiguousmemory space for
efficient DMA operation. This requires copying many small
feature data repeatedly, which significantly wastes the CPU
cycles as well as the host memory bandwidth. For example,
training a GraphSAGE model with the OGB-Papers dataset
rearranges and sends 4 KB of feature data for 6,000 times
on average per iteration. As the PCIe transfer throughput is
13.0 GB/s on average while the rearrangement throughput
is 2 GB/s per CPU core, we need roughly 7 CPU cores for
rearrangement to fully utilize the PCIe bandwidth (see the
hardware setup in Section 6).

3.2 Approach 1: Leveraging Multiple GPUs
One approach to tacking the large dataset is to scale the GPU
memory size with multiple GPUs [12, 19, 33]. It divides the
whole graph into smaller subgraphs so that each subgraph
fits into single GPU memory. For each iteration, each GPU
gets sampling results for the nodes and edges in its own
subgraph, executes a training iteration and updates in a syn-
chronous manner with the other GPUs. The previous works
mainly focus on minimizing the edge cuts of graph partition-
ing algorithms. When dividing a graph, if one edge is cut,
two nodes for the edge would belong to different subgraphs.
Then, the GPUs holding the nodes should communicate with
each other to exchange the data of the nodes and the edge
whenever the edge is sampled. Several works have attempted
to address this issue [12, 19, 33].

However, this approach raises two problems. First, it would
require too many GPUs to handle a very large dataset (e.g., 1-
TB dataset in Table 1). For example, one would need 32 GPUs
to fully cover 1 TB data with 32 GB memory per GPU, which
would be overly expensive. Second, the data-parallel training
throughput with a large number of GPUs is known to be
suboptimal for GNN models as it would spend the majority
of time on aggregating the gradients. Again, the network
IO-to-computation time ratio would be very high for GNN
models as the GNN models are relatively small.

3.3 Approach 2: Caching Popular Nodes
Another approach to mitigating the long data transfer is to
selectively cache those nodes in the graph that are likely to be
sampled more frequently than others [21]. One can conceive
that the probability for sampling would be proportional to
the number of neighbors of each node. This is because having
more neighbors implies that the node has more relationship
with many other nodes, which would end up increasing the
sampling probability. By caching the feature data of such
nodes, one may expect to reduce the data transfer size to



GPU. In addition, the number of neighbor nodes in real-
world graphs often follow the power law, so the throughput
improvement is much larger than the ratio of cached nodes
over the total nodes. For example, when caching 3.9% of
the nodes in OGB-Papers dataset in 32GB GPU memory,
the average data transfer size of a model with the neighbor
sampling size of 10 is reduced by 70.9%. In comparison with
keeping all data in the host memory, this approach improves
the training throughput by 1.7x to 4.8x for popular GNN
models [14, 20] and datasets [3, 4].

However, the improvement for very large datasets is lim-
ited as the majority of feature data still have to be transferred
to GPU. In the case of OGB-Papers above, even if the amount
of data to be sent is reduced by 70.9%, it still needs to transfer
22.7 MB of data per iteration. When using the GraphSAGE
model as in Table 2, it requires 56.8 GB/s PCIe bandwidth
for perfect overlap.

4 LOCALITY-AWARE EXECUTION
In this section, we propose locality-aware execution to over-
come the limitations of existing approaches.

4.1 Overview
Our approach leverages the "near-data" processors to execute
the first few operations of each training iteration in parallel.
This approach exploits the general observation in regular
DNN and GNN model training – the size of the intermediate
results gradually decreases as the data progresses through
multiple layers. We observe that the first aggregation of each
GNN training iteration reads a large amount of data and
produces a relatively much smaller amount of the intermedi-
ate data. For example, the simple aggregation methods such
as summation and averaging can cut the data size down to
1/(𝑆 + 1) where 𝑆 is the neighbor sampling size. In case of a
complex aggregation method such as max-pooling [14] and
GAT [26], we can reduce the amount of data further as they
perform additional compression of the data via obtaining
embedding. For these reasons, it is desirable to run the first
aggregation on CPU to reduce the data copy size to GPU.

Figure 2 illustrates the workflow of this scheme. CPU not
only carries out data batching that rearranges the raw fea-
ture data to send to GPU but it also executes aggregation.
In each iteration, GPU runs aggregation for the nodes that
are cached on GPU memory. The uncached nodes are di-
vided into two groups, and CPU runs aggregation on one
group and sends the result to GPU while the raw feature
data of the other group is sent to GPU for aggregation. Sec-
tion 4.2 explains why and how we divide the groups for
the uncached nodes. For determining the nodes to cache on
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Figure 2: The workflow of our framework with data
locality-aware execution.

GPU, we pick the nodes with the most number of neigh-
bors like the approach in Section 3.3 to maximize the ben-
efits of GPU memory caching. When the GPU receives the
partially-aggregated feature data, it merges them with its
own partially-aggregated data. Then, it proceeds with the
combination.
This scheme can be applied to multi-GPU training in the

same way as we scale out to multiple GPUs using the Ap-
proach 2 – we divide the graph into multiple subgraphs of
a similar size and let each GPU cache the popular nodes in
each subgraph [21]. For data in host memory, we do partial
aggregation first and send the results to corresponding GPUs
as before.

4.2 Challenges of GNNs on CPU
Our system runs three tasks on CPU – sampling, data batch-
ing, and near-data computation i.e. aggregation. As all these
tasks are heavyweight, we need to run them as efficiently
as possible. Otherwise, the potential problems below can
degrade the performance.
CPU as a potential bottleneck. Blindly performing aggre-
gation on CPU for all graph data on host memory could
overload the CPU, which would degrade the overall training
performance. It is necessary to carefully balance the load
across CPU, PCIe, and GPU. We should adjust the load on
CPU to avoid a single point bottleneck in other hardware
components.
Load imbalance across CPU cores. In the existing frame-
works, multiple threads perform a fraction of workload that
belongs to the same iteration in parallel. They typically di-
vide the workload to the threads by balancing the number
of target nodes. However, this approach may suffer from
stragglers. Since the nodes in the graph tend to have differ-
ent numbers of neighbors, the total number of neighbors
assigned to each thread could be drastically different. In case
of near-data computation or data batching, the amount of
workload for each thread is proportional to the total num-
ber of neighbors it has to process. Even for sampling, fewer
neighbors mean less work. When 40 threads sample a model



with the batch size of 1000 and the maximum 10 neighbors
for each node in Enwiki dataset, we observe that the maxi-
mum and average neighbor node counts differ by 23%. This
distortion can be even higher for multi-hop GNN models.
CPU scheduling for different tasks. We have to decide
how to distribute CPU cores to the tasks. In terms of the
throughput, it may be reasonable to pipeline sampling, data
batching, and near-data computation by distributing cores
appropriately. However, the existing frameworks do not find
the best configuration automatically so users have to find
the best core distribution manually.
Our execution strategy.To address the above problems, we
introduce three methods. First, instead of having the threads
perform a part of the task belonging to the same iteration
in parallel, we make each thread (pinned on a distinct CPU
core) work independently on a task for a distinct iteration.
This way, the threads do not suffer from stragglers as they
do not wait for synchronization, which would avoid load
imbalance across the CPU cores. Second, instead of dedicat-
ing several threads only for sampling, we make all threads
perform sampling independently to feed their data batching
or near-data computation tasks. This approach divides the
threads into two groups: a group for sampling and near-data
computation, and the other group for sampling and data
batching and copying to GPU. Since this approach always
performs sampling with other tasks in sequence, it removes
the necessity of tuning the number of cores for sampling.
We also find that this approach achieves larger throughputs
for data batching and near-data computation as well. Third,
we fine-tune the core distribution between the data batching
and near-data computation groups dynamically at runtime
based on their throughput measurements. We initially al-
locate a half of the available CPU cores to each group and
periodically compare the per-thread throughput (the num-
ber of processed iterations per second) of each group. When
throughputs of both groups are imbalanced, we periodically
take one core from the group with the lower throughput and
give it to another group. If the PCIe transfer becomes over-
loaded, the data batching group will slow down, and if CPU
becomes overloaded, the near-data computation group will
slow down. Therefore, this approach would automatically
avoid the bottleneck (either PCIe or CPU) regardless of the
hardware setup and the training model.
Unfortunately, this execution strategy cannot be applied

to several aggregation methods that leverage trainable pa-
rameters such as GAT [26] and max-pooling [15]. This is
because the trainable parameters must be up-to-date before
every iteration while the threads in our strategy work for
future iterations in advance. We leave the CPU execution
strategy for aggregation methods with trainable parameters
as future work.

Availability. We can apply our main approach, partial ag-
gregation, to most aggregation methods that can guarantee
mathematical correctness under parallel execution. We find
one corner case that uses LSTMmodules for aggregation [14].
The LSTM computation cannot be parallelized because the
operation is not associative, i.e. partially calculated results
cannot be merged correctly. However, this method is not
widely adopted in recent popular GNN models.

5 IMPLEMENTATION
We implement the prototype of our GNN framework. The
main system component, data locality-aware execution, can
also be integrated in other GNN frameworks like DGL [28].
However, it is challenging to implement our CPU-based op-
timizations in section 4.2 in current version of DGL. As DGL
runs aggregation and combination for an iteration with a sin-
gle execution using general DL frameworks such as PyTorch,
it is hard to separate their execution to pipeline them. So
we implement our own framework from scratch with CUDA
toolkits and Intel AVX256 instructions. Our framework can
offload some operations of GNN to CPU easily and pipeline
them with sampling and the remaining operations on GPU.
In addition, it supports multi-GPU training and model serv-
ing. We plan to do the further analysis and research on them.
The overall implementation includes 7,454 lines of C++ code.
User Interface. Users can implement their models by de-
scribing the architecture of neural networks and an aggrega-
tor for each hop with the APIs provided by our framework.
We provide both CPU-based and GPU-based implementa-
tions for some popular aggregation methods such as MEAN,
SUM, and MAX in the current version and plan to provide
other published methods such as GAT and max-pooling soon.
However, users have to implement two implementations of
CPU and GPU manually for unsupported methods for now.
We plan to fix this problem by applying cross-platform deep
learning APIs like OneDNN [7] to our interface so that the
users can define their own aggregation methods.

6 PRELIMINARY EVALUATION
Experiment Setup. We use a server equipped with two
Intel Xeon E5-2630 v4 @2.20GHz (20 logical cores each) and
512GB of DRAM. We use one NVIDIA V100 GPU with 32GB
memory connected to the host via 16 PCIev3 lanes. We use
the OGB-Papers and Enwiki datasets (in Table1) with node
feature dimension of 1024. We take one-hop GraphSAGE
withMEAN aggregator, one of the most widely adopted GNN
model, for our evaluation. With 32GB of the GPU memory,
we can cache 3.9% and 50.1% of node data for OGB-Papers and
Enwiki, respectively, beyond carrying the model parameters.
Baselines. Our main baseline is PaGraph [21] that imple-
ments the approach described in Section 3.3. Unfortunately,
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Figure 3: Performance gain of the data locality-awareness
in GraphSAGE training.

DGL that PaGraph is implemented on does not support the
performance optimizations such as Just-In-Time compilation
to minimize the Python interpreter overhead. This makes it
hard to measure the pure gain from the changes in the sys-
tem design. To avoid the problem, we implement the baseline
in our own prototype GNN framework to carry the same
feature of PaGraph, full GPU-based aggregation. "Baseline"
denotes the full GPU-based aggregation that caches popular
nodes on GPU but requires copying the raw feature data
of the uncached nodes to GPU. "Opt" indicates that we add
the optimizations in section 4.2. In case of the data locality-
aware system without "Opt", the optimizations are disabled,
so we blindly aggregate all uncached nodes on CPU.
Training throughput. Figure 3 compares the training iter-
ation times with the OGB-Papers dataset. Our approach, the
data locality-aware/Opt system, is 6.6× and 4.9× faster than
the baseline and the baseline/Opt, which nicely demonstrates
the performance gain from the locality-aware partial exe-
cution. We observe that the average number of aggregated
nodes for a target node on the host memory is about 6. This
implies that our approach reduces the amount of data trans-
fer to GPU by a factor of 6. However, the end-to-end speed-up
is lower than 6× due to the extra CPU computation over-
head. The speed-ups from the optimizations in Section 4.2
are 1.35× for baseline and 2.23× for data locality-aware sys-
tems, respectively. As the data locality-aware system uses
CPU more aggressively, the CPU-based optimizations bring
more benefits.
The improvement with the Enwiki dataset is relatively

smaller. The data locality-aware system without the opti-
mizations is even slower than the baseline/Opt. The reason
is that Enwiki caches the top 50.1% nodes of most neigh-
bors. Because the number of neighbors in real-world graphs
follows the power law [10, 21], even if 49.1% of the nodes re-
main in the host memory, the sampling probability for them
could be small. In fact, we observe that the average data
reduction ratio by computation on CPU is only 1.33. Never-
theless, the data locality-aware/Opt system outperforms the
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in training a GraphSAGEmodel for the OGB-Papers dataset
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baseline and the baseline/opt by 53% and 11%, respectively,
as our system can adjust to different environments and avoid
any bottleneck.

Figure 4 shows the iteration times over varying numbers
of CPU cores. Not surprisingly, the number of CPU cores
have higher impact on the performance of our system, but
our system outperforms the baseline/Opt by 2× to 4.9×. This
demonstrates that our approach effectively utilizes CPU that
used to be idle resources in existing GPU-based GNN model
training.

While we have evaluated with only one-hop GNN models
in this paper, we expect that our system works well with
multi-hop GNN models as well. Since the number of neigh-
bors typically increases much rapidly with more hops, a
multi-hop GNNmodel could reveal a more serious bottleneck
on the PCIe communication, and we believe our system is
beneficial in effectively mitigating it. However, the through-
put improvement can vary depending on a model’s sampling
policy. For node-wise sampling [15] which is the most basic
and popular policy, a fixed number of neighbors are sampled
at every node. So, we expect as large improvement as the
result in Figure 3 regardless of the number of hops. However,
this sampling policy has a potential problem that consumes
too much memory due to exponentially increasing neigh-
bor nodes. To address the problem, some previous works
employs a new policy such as layer-wise sampling [11] or
subgraph-wise sampling [12], which reduces the number of
neighbors at the cost of some algorithmic loss. For those
models, the improvement of our system could be smaller as
they aggregate fewer neighbors. However, our system still
provides the benefit of reducing the memory footprint on
GPU, so even if a user uses such a sampling policy, we can
mitigate the memory limitation and maximize the number
of neighbors, which can minimize the algorithmic loss.



7 RELATEDWORK
GNN frameworks. It is widely adopted for GNN model de-
velopers to use specialized deep learning libraries [5, 6, 22,
28] to introduce an efficient graph abstraction over existing
general deep learning frameworks [2, 8, 9]. While GNN li-
braries often cannot execute training when the dataset is
very large, several popular libraries such as DGL [28] or
PyTorch Geometric [5] support large datasets only by keep-
ing all feature data on the host memory. Unfortunately, this
often incurs a detrimental PCIe overhead as explained in
Section 3.1.
Optimization for large datasets. To handle large datasets
efficiently, several recent works [12, 21, 22, 33] have sug-
gested efficient algorithms to split the target graph into mul-
tiple subgraphs that each fits the memory of a single GPU.
They split the graph to minimize the communication over-
head for exchanging nodes and edges on other subgraghs on
remote GPU. In particular, NeuGraph [22] presents an effi-
cient scheduler for data transmission between CPU and GPU,
especially when we need to train every node in the graph
at the same time without sampling. PaGraph [21] shares
the same motivation as our work to reduce data copy over
PCIe, which leverages caching popular node data in the GPU
memory. While our work adopts the same method as well,
our approach exploits CPU to perform partial aggregation
to reduce the data transfer size, which better utilizes both
CPU and GPU to reduce the PCIe overhead.

8 DISCUSSION
We can apply the locality-aware execution to GNN serving
applications. In cases of applications that allow the graph
structure and feature data to be updated at runtime, we
should infer the result of the GNN model dynamically at run-
time. Since the number of neighbors of nodes in real-world
graphs typically follow the power law [10], the inference
often incurs a long tail latency when it performs aggregation
on nodes with many neighbors, which would take a very
long time to send all neighbors to GPU. We expect that we
can dramatically reduce the tail latency in this case as our
method largely reduces the data copy size especially when
the node has many neighbors.

As explained in Section 4, our method can adopt multiple
GPUs as well. The throughput gain over existing systems of
our method may degrade when we use many parallel GPUs,
because it increases the total PCIe bandwidth between CPU
and GPU, which would degrade the benefit of reducing the
PCIe bandwidth requirement. However, our approach would
still outperform existing systems as it automatically avoids
the PCIe or CPU bottleneck as explained in Section 4.2.

9 CONCLUSION
We have presented a new execution strategy that dramat-
ically mitigates the PCIe bandwidth bottleneck for GNN
model training with a large dataset. We have shown that
locality-aware, partial aggregation has a great potential to
reducing the amount of data before sending it to GPU. Also,
we have presented a number of optimizations for efficient
CPU cycle usage. Experimental results show that our sys-
tem accelerates GNN training by up to 6.6× comparing with
previous state-of-the-art.
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